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While the cybersecurity of the product design and implementation is evaluated in the classical
evaluation process, the rise of products with AI implies using new strategies to get assurance
on the cybersecurity of those products. The goal of our approach is to present methodologies
to evaluate the cybersecurity of non-trivial algorithms known as not being clearly explained in
the state-of-the-art literature.

It is emphasized that the objective here is to address only the cybersecurity evaluation of
products with AlL. Safety/reliability evaluation of those products shall be addressed with other
evaluation processes notably as related means (like tools and competences of evaluators and
their related attestation) are distinct from cybersecurity ones. By the way it is not denied here
that the concepts of Safety/reliability and Cybersecurity are closely linked.

1.1 Content of this document

This document describes different evaluation scenarios for products incorporating AI models. It
brings together all the evaluation tasks that are considered appropriate and realistic for
contributing to the analysis of vulnerabilities of this type of product, regardless of the intended
assurance level.

When supplements to the standard CC are identified, the description of the new evaluation
activities is based on specific security evaluation features related to products integrating Al
models described hereafter. However, it shall be noted that the purpose of this document is not
to describe a complete PP, but rather, like the CC, to provide a catalogue of evaluation activities.
It will be up to the sponsor to select the security objectives they wish to address for their
product evaluation and the associated assurance tasks.

The work currently being carried out at ISO/IEC SC27 WG3 ("Enhancing the ISO/IEC 15408
Series and ISO/IEC 18045 for the Evaluation of Artificial Intelligence (AI) Functionality"
(NP26160) and "Application of attack potential to deep learning-based technology" (NP 25959))
complements this proposal.

Thus, the content of this document could ultimately:

- either be submitted to ISO as proposals for the evolution of current standardisation
projects,

- or be used in the form of national application notes or EUCC supporting documents
complementing ISO standards.

1.2 Glossary

CC Common Criteria

CEM CC Evaluation Methodology
COTS Commercial Off-The-Shelf

EAL Evaluation Assurance Level
ETR Evaluation Technical Report
GAN Generative Adversarial Network
oDD Operational Design Domain
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PP Protection Profile

RAG Retrieval Augmented Generation

SAR Security Assurance Requirement

SFR Security Functional Requirement

SIEM Security Information and Event Management

SM Security-oriented Metrics (it is usually used here to designate the metric
and the method to establish it)

SOC Security Operations Center

SPD Security Problem Definition

ST Security Target

TOE Target Of Evaluation

TPM Task-oriented Performance Metrics (it is usually used here to designate
the metric and the method to establish it)

TSF TOE Security Functionality

TSFI TSF Interface

Table 1 - Glossary

1.3 Definitions

This section defines terms used in the document and explains limits of the proposed evaluation
approaches.

1.3.1 TOE and AI module

The TOE is a product integrating an AI module composed of one or more Machine Learning (ML)
models that interact with some components of the TOE. In this document, for the sake of clarity,
we consider only a single model. This model has been designed and trained to perform one or
more tasks that contribute to the product's nominal operation.

1.3.2 Model inside TSF

The AI model shall be always included in the TOE to apply the evaluation method described
here. The evaluation scope may or not include security functions performed by the Al model
depending on the evaluation scenario selected:

- if AI model tasks are not included in the TSF, TSFI between the AI model and the
components performing the TSF must be described,

- if some AI model tasks are included in the TSF, inputs and outputs of those tasks shall
be considered as evaluation assets.

1.3.3 Task performance and security-oriented metrics

The model's performance in executing its tasks is measured by specific metrics, referred to as
task-oriented performance metrics (TPM)—such as accuracy or false positive rate. However,
these metrics are generally insufficient for evaluating the security properties associated with a
model. It is therefore necessary to utilize appropriate security metrics, referred to as security-
oriented metrics (SM), whose objective is to measure the acceptable threshold related to tasks
corresponding to evaluated the security functions performed by the AI model. These SM and
their interpretability may rely on (1) established state-of-the-art background and references,
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provided they are applicable and relevant to the TOE, and/or (2) a reasoned, domain-specific
framework provided by the sponsor.

It should be noted that when the evaluation concerns integrity-based threats, TPM can be
included within the SM. Conversely, evaluations regarding security objective related to data or
model confidentiality may involve metrics that are decoupled from those used for model
performance.

The SM are used in the evaluation as thresholds for establishing the success of attacks
performed by the evaluator.

1.3.4 Safety prerequisite

The Safety prerequisite states that a safety/reliability evaluation has to be performed to assess
that the model's behavior is consistent with its expected operation. This assessment of the Al
model, is based on a set of metrics (TPM as defined above) and a methodology that shall be
shared with the security evaluator. This assessment has to be performed independently from
the cybersecurity evaluation even if some overlap between those two evaluations will be
identified. Like in other technical domains, the cybersecurity evaluation won't assess the
Accuracy and the Robustness (Safety) of the AI model.

This prerequisite provides external confidence that the model is assessed against reliability or
safety criteria before the cybersecurity evaluation starts. Note that the laboratory involved in
the safety/reliability evaluation may be the same as the one involved in the cybersecurity
evaluation to reduce the associated costs.

The Safety prerequisite implies the following evaluation evidences to be provided by the
evaluation Sponsor:

metrics (TPM) and associated methods to assess that the model is reliable and a
rationale;
results of the safety/reliability evaluation based on TPM.

1.3.5 SM metrics usage

This evaluation method identifies the following two cases for selecting the SM. Their selection
will mostly depend on the state-of-the-art:

the SM metrics are available in [AAP] and are relevant for the considered evaluation;
or the [AAP] metrics are not available or shall be refined for the specific evaluation use
case.

1.3.5.1 SM checked

The main activities performed here by the evaluator is to attack the AI model to reach states
outside of the applicable SM metrics. This evaluation feature is defined by AVA_VSM.1.

1.3.5.2 SM challenged

Here the sponsor will set the SM based on the state-of-the-art if default SM metrics are not
available or not applicable for the specific evaluation aimed. The evaluator then reviews the
rationale related to the selection of the SM by the sponsor, in particular to check that it is
aligned with the current state-of-the-art if available.



SEPIA- Security Evaluation of Products Integrating Al

In short, the evaluator checks, for the related security objectives, the relevance of the proposed
SM. The evaluator shall evaluate, for the related security objectives, the relevance of the SM
proposed by the Sponsor and possibly will use alternative ones (that will be reflected in the
final ST).

This evaluation feature is defined by AVA_VSM.2. It is fixed in ASE and will imply additional
design analysed via ADV.

1.3.6 Model explainability

The aim of this feature is to provide sufficient assurance that the developer and the user have
a good understanding of the relevant aspects of the behaviour of the model and will be able to
mitigate accurately the model’s flaws. For the moment, is not applicable to all models.

This evaluation feature is defined by an SFR. When selected the additional assurance activities
AGD_AME.1 Al model explainability guidance shall be performed. Assurance activities related
to ALC_FLR may also be selected.

Up to now, the state of the art does not allow evaluating this feature for every kind of AI model.
Indeed, some models cannot be explained (or cannot be explained within the evaluation
workload).

1.3.7 Training

Under standard operation, the model is used within the TOE solely in inference mode. During
the product's operation, the model is therefore not supposed to be modified by any training
stage other than the initial one performed by the developer prior to its deployment. This use
case is referred to as “inference-only”. Conversely, other products may include an AI module
whose operation within the TOE incorporates one or more training steps by the user; this use
case is referred to as “training-and-inference”.

Note that continuous training is not considered in this document for the moment.

1.3.7.1 Developer training

Some Al models are trained to achieve the expected behaviour. This extends the evaluation to
include the way the training is built to construct the final model.

“inference-only” use case: Training is performed once by the developer at the creation
of the model. In this case, training is part of the development process (ADV/ALCY).
“training-and-inference” use case: Training can be performed by the user using their
own dataset. In this case, training shall be part of user actions (AGD?). Note that model
refinement fits this case too.

1.3.7.2 User training
TBD

1 Respectively development and life cycle analysis defined in [CC].
2 Guidance analysis defined in [CC].
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1.3.8 Resources
TBD

1.3.9 Confidentiality SFR
The TSF may include confidentiality features related to evaluated Al tasks. It will then be related
to Model and Data stealing attacks.
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This section presents different approaches for evaluating the cybersecurity of products
integrating AI models. Each scenario relies on a subset of features (corresponding to functional
requirement -SFR3-, or assurance requirements -SAR*) that have been presented previously.
To differentiate the scenario needs, features might be defined in the following way:

Unevaluated: the feature is not evaluated under the scenario, it is considered as in the
evaluation operational environment (it is an assumption), it will not be validated by the
evaluator but evidence of its fulfilment shall be provided to give additional confidence.
Evaluated: the feature shall be used, and its proprieties shall be validated by the
evaluator (it is a mandatory requirement).

Optional: the feature may be evaluated or unevaluated.

The scenario’s features reflect some points of interest during an evaluation. The current
identified features are listed in Table 2.

Feature | Scenario 1 | Scenario 2 | Scenario 3 | See section
Model inside TSF SAR Unevaluated @ Evaluated Evaluated 4.5
SM checked SAR Optional Evaluated Evaluated 4.5
SM challenged SAR Unevaluated Optional Evaluated 5
Model explainability SFR Unevaluated | Optional Optional 6.1
and SAR
Developer training SAR Optional Evaluated Evaluated 5
User training SAR Unevaluated @ Unevaluated | Optional 6.2
Resources SAR Unevaluated Unevaluated @ Optional 6.3
Confidentiality SFR Unevaluated @ Optional Optional 6.4

Table 2 - Scenarios features

The main difference between the scenarios is model evaluation coverage. Indeed, scenario 1
may rely on the validation of the model externally by a third party, but it is assumed that the
model is not reliable at all. It rather ensures that the model is innocuous by demonstrating that
a state-of-the-art attacker in place could not alter the program behaviour. The second scenario
uses the Safety prerequisite and includes discussion about its relevance. As opposed to the first
scenario, the second checks that the AI models’ reliability does not degrade during the
evaluation. Lastly, the third scenario is evaluating AI models and associated metrics. This last
scenario enforces not only that the model is resistant but that reliability measurements are
sound.

The SAR and SFR from Table 2 are described in the section “Complementary evaluation
activities” related to the first scenario than mandates their application, or in section 6 when it
is optional for all scenarios (links to the related chapters are provided in the last column of the
table).

2.1 Illustrative example

To illustrate the different scenarios, let us consider an Intrusion Detection System (IDS) that includes an Al
module (e.g., based on a LLM). This Al module is not a core component for the detection process itself but

3 Security Functional Requirements.
4 Security Assurance Requirements.
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as an enrichment module. The core component of the product is a deterministic detection engine based on
standard signature, rules-based methods as well as statistical heuristics. The goal of the Al module is to:

Summarize alerts, correlate related alerts;
Explain rules and recommend investigations;
Generate reports;

Map alerts to reference documentations.

The TOE is the product composed of the deterministic engine and the Al module.

NETWORK

TRAFFIC

= —
——| DETERMINISTIC = Al MODULE
= ENGINE > | (LLM-based)
O | (signatures, rules...) o
I I
I I
I [
\ 4 A 4
) - Threat
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Figure 1 - Illustrative example: Intrusion Detection System (IDS) including an AI module.

Working in an optional, asynchronous and non-blocking way, the Al module can be shut down without
altering the core security functionality of the product, that is mainly processed by the deterministic engine.
However, the outputs from the Al module may influence the processes at the SIEM and/or SOC levels.

For this illustrative example, we assume that the Al module consists of an LLM that has been adapted or
fine-tuned using proprietary resources belonging to the product owner. In this context, the data used for
this adaptation is considered private and sensitive. Consequently, threats targeting the Al module
encompass both attacks against its operational integrity and regarding the confidentiality of the adaptation
data.

In Scenario 1, the Al module is excluded from the TSF. The goal is to ensure that the Al model cannot
compromise the security objectives of the product. In this scenario, the evaluator does not take the Al
module's capabilities into account and considers that an attacker can completely substitute themselves for
the Al module, therefore there is no need of reliability assumption for the Al module.

In Scenario 2, the Al module is included in TSF. The developer uses TPM and SM and the safety prerequisite
assumes that these TPM are sound. Typically, TPM are standard true/false-positive/negative based metrics.
The evaluator needs information about the Al model’s reliability evaluation regarding the TPM (protocols,
benchmarks, state-of-the-art) as well as other additional knowledge related to the IA model design (e.g.,
pretrained model) and life cycle.
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In scenario 2, evaluation will consider an attacker that aims to lead an evasion attack by crafting adversarial
inputs (e.g., network packets) so that the Al module will produce false positive or false negative outputs.
SM will include the level of adversarial perturbation regarding a set of norms and corresponding allowed
maximum perturbations. These metrics and thresholds are set by the evaluation sponsor. Additionally,
evaluation will consider the confidentiality of the training data used during the LLM adaptation. For such
confidentiality audit, the robustness of the model against Membership Inference Attack (MIA) will be
evaluated. In that case, the TPM are useless and SM will be the standard True Positive Rate (TPR) at low
False Positive Rate (FPR) values.

2.2 Introduction of scenarios

In addition to the illustrating example, this section presents succinctly the technical details of
each scenario.

2.2.1 Scenario 1

Generally, this scenario addresses the case where the Al model does not contribute to any
evaluated security functions. In addition, the method applies where information to validate Al
model’s reliability could not be available. This approach excludes Al models from the TSF but
includes their interaction with the TSF. Whilst this keeps the AI model within the TOE, such an
evaluation will not generally evaluate the security of the model tasks in the face of a given
threat.

Indeed, an evaluation under this scenario may present the Safety prerequisite, whilst it is not
a requirement. In general, the evaluation focuses on the security of the Al model integration.

Here, the evaluator ensures the model does not manipulate sensitive assets. Instead of
evaluating the model’s robustness in depth, the evaluator shall focus their efforts on the
interfaces between the AI model and the program using it.

Scenario 1 is not applicable when models perform TSF functions. In such cases, the evaluation
should move to scenario 2 or 3.

The AVA_VAN?® process is classical and consists, in addition to the classical attack coverage, in
testing the robustness of the product against a local attacker having full control of the AI model.
This approach implies that the developer of the TOE proposes a debug access or a modification
of the TOE to allow placing the evaluator between the TSF and the AI model to simulate that
control.

2.2.2 Scenario 2

This scenario addresses the case where the AI model is included in the TSF. It requires the use
of a method to validate the Al model’s reliability. This scenario can evaluate models that
manipulate sensitive assets, contrary to scenario 1. It also includes the AI model’s evaluation
into the overall evaluation process.

Here, the evaluator needs to validate that the AI model is behaving correctly and does not
degrade the whole product security level. The Al models cannot be trained perfectly and failure
at returning valid results can have multiple root causes. For instance, having an object not
being properly identified could come from the dataset limitation — the dataset does not contain

> Vulnerability Assessment class defined in [CC].
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sufficient data - or could come from an alteration due to an attacker modifying a part of the
model’s input data.

Model behaviour verification shall be exhibited when reproducing any vulnerability. Indeed, if a
vulnerability allows triggering a particular behaviour, the evaluator shall clearly identify the
origin of the behaviour (from model design or from model alteration). This analysis shall remain
consistent across all vulnerabilities.

In addition to the normal [CC] process, the developer shall provide additional information
concerning the Al model to give assurance in the Safety prerequisite:

Documentation that accounts for the AI model reliability such as:
o A method that provides TPM metrics on the reliability of results, and a rationale,
o Model training process,
o Dataset and test dataset selection process,
o Physical security during the training period,
o Model parameters.
A method that provides SM metrics on the security of results, and a rationale,
Source code instantiating the model,
Original models and refinement models (fine-tuning) and their parameters.

All these elements shall be considered in the ADV, ALC and ATE evaluation classes. The key
element that shall appear in the ETR is the result of the SM metrics. The evaluator is expected
to challenge the relevance and security pertinence of the SM proposed by the developer. Whilst
the state of the art can provide some metrics, the documentation including the ST shall detail
the SM which should be given by the developer.

Note that the evaluation process might refuse a SM if its relevance is unclear or if the metric
is not usable in practice.

The methodology by which the Al model’s behaviour is verified based on TPM shall be analysed
and will support the validation of the SM metric provided by the Sponsor. It will constitute the
baseline to establish security-consistency of the SM which is crucial for the AVA_VAN class.

Once the documentary part is validated, the evaluator shall know how to check for alterations
of the Al model’s expected behaviour and then, assess the robustness of the AI model under
state-of-the-art attacks.

2.2.3 Scenario 3

This scenario addresses the situation where Al models are evaluated as well as the Safety
prerequisite. This implies explaining the model behaviour and extends scenario 2 by challenging
the SM metrics provided. In addition, this scenario permits the evaluation of models that can
be refined or that can rely on external resources for inference. Those external resource might
be sensitive assets.

The methodology used to verify the AI model’s behaviour based on TPM shall be analysed and
may support the validation of the SM metric provided by the Sponsor and possibly
complemented by the evaluator. The security-soundness of the SM is critical for the AVA_VAN
class.

Scenario 3 is currently under development and is intentionally limited in this draft to its high-
level principles.
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This section provides details of the evaluation method where information on the model reliability
might not be provided. It describes the relation between the TOE, the TSF and the AI model.
Then, it describes the AI models which are targeted by this evaluation methodology.

3.1 Example of application

A typical example of such application is a web server equipped with an application-level firewall
using LLM (Large Language Model) Al to infer if the request crafted by the user is harmful or
not. Such model states indicate which requests need to be filtered out. Assets protected by the
web server are files isolated with permissions. As the model inspects only the URL, it should
not be able to alter or leak the content outside the filtering function.

Using an LLM makes the evaluation of the models complicated, as such models have
tremendous numbers of heterogenous outputs. In addition, if the developer does not provide a
state-of-the-art metric to check the model’s reliability, the evaluation should not evaluate the
model but rather its interactions with the web server as presented in Scenario 1.

In this example, an attacker could read all the URL requests but should not alter the request
or have a way to exfiltrate information from the request to any other component using solely
the input/output used by the model. For instance, the attacker should not be able to store a
file on the web server with the content of the requests.

3.2 TOE Boundary

The ability to check how an AI model is behaving is currently a complex and partially solved
problem as presented in the state of the art — see [Wikil]. To circumvent this current limitation,
this scenario aims to exclude the Al model from the TSF, and the evaluator shall consider the
model as a potentially active attacker instead of a component. The model is considered SFR-
non-interfering in the TOE description, and the evaluation does not target the technical analysis
of the model.

As well as to adding a supplementary attacker (the model), the defined boundary of the
evaluation focuses thoroughly on the interaction between the program (part of the product
calling the model) and the model. Whilst the model can be benevolent, assuming it behaves
maliciously includes the worst-case scenario: the attacker has full control of the AI model to
attack the underlying program.
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Figure 2 - Boundary of Evaluated System in Scenario 1

As shown in Figure 2, the TSF shall exclude Al models - for instance, the weight matrix and no
asset shall belong to the Al model. The evaluation shall show that the AI model is correctly
integrated and that the product which integrates it is resilient to a model controlled by an
attacker.

In addition, the TOE - as presented in Figure 2 — shall take into account the blocking aspect of
the model. Indeed, a specifically crafted input could for instance create a denial of service of
the model which can block the software’s continued function as it waits for the model’s result.

Once the model is excluded from the TSF because it is untrusted, the evaluation is performed
exactly as a usual CC evaluation: the assumptions, the security objectives and TSFI are
identified by the security target, as required by the current [CC] with some additional evaluation
activities.

3.3 Evaluation Workflow

While the evaluation of a TOE using scenario 1 excludes the model from the TSF, the main
evaluation activities are performed like for any other product that does not incorporate Al. The
TSF shall be stressed on product interfaces according to the VAN level selected for the
evaluation.

The main difference with the regular evaluation scheme lies in the additional attacker that
replaces the model. For each model, a new attacker is defined in place of the model.

However, there are some changes needed to consider concerning the Al model’s integration
into the product. Indeed, this scenario assumes that the developer is not confident in the Al
model’s inner behaviour. Additionally, the integration of the AI model shall ensure that a
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hypothetical attacker that manipulates the model to their advantage would not gain any
privilege when doing so. These two elements imply that:

The evaluation shall define at least one or two specific TSFI to include the AI model’s
inputs/outputs. Indeed, the goal of these I/0 is to enable man-in-the-middle between
the AI model and the TOE within the TSF.

The evaluation shall ensure that the model is properly isolated from the TSF assets.
Note that the model is SFR-non-interfering.

These aspects aim to ensure that the model reliability is not critical and that the Safety
prerequisite, if selected, is reasonable. The idea behind this scenario is to show that the Al
model does not allow gaining higher privileges on the TOE.

The AVA_VAN shall consider a local attacker in place of the model. Such an attacker is physically
located with the model and has access to the same information or data from the TOE.

3.4 Targeted models

The current document targets the Al model described in the document [NIST]. These models
concern predictive and generative Al. However, due to the Al model exclusion from the TSF,
the approach of scenario 1 allows targeting any kind of AI model.

3.5 Instrumentation

In this scenario the developer shall provide means to interact between the TSF and the Al
model to simulate an attacker taking full control of the AI model. This shall be achieved with
specific TSFI additions that are required when integrating AI models. The latter implies
excluding the AI model from the evaluation but to keep its interaction with the TSF part of the
TOE. This results in one of the following:

One TSFI related to the input/output communication flow between TSF and the AI model,
Two TSFIs related to input and output communication flows between TSF and the Al
model.

The rationale for the TSFI being split into one for input and one for output is to simulate the
situation wherein an attacker could manipulate only the output of the model without
manipulating the AI model input between the TSF and the Al model. Although the two TSFI
presentations are similar, using two TSFIs emphasizes the fact that an attack on the AI model
does not necessarily rely on a clearly identified crafted input. Separation enables breaking down
the problem to integrate indirect attacks such as training poisoning.

Note that having one TSFI for the model output is not a valid solution. Indeed, to return a valid
- or invalid - result, a model needs to be triggered. The goal of splitting the input and the
output allows considering state-machine attackers where the alteration of a request depends
on previous requests. Moreover, reading the inputs to the model is useful to check that no
sensitive assets are sent to the model and to show what information the attacker might have
access to by controlling the model.

3.6 Security Target specificities

This part defines the specificities of a security target related to Scenario 1.
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1. The TOE overview/description must clearly exclude the Al model(s) from the TSF.

2. The AI model(s) must be considered as an attack vector in the Security Problem
Definition.

3. The extended component AVA_AINI.1, described in Section 3.7.3.1 below, must be
present as an extended component and part of the claimed assurance.

3.7 Complementary evaluation activities
Complementary evaluation activities from [CC] are described here.

Evaluation according to this scenario shall perform all activities described in the following
sections.

Only the additional evaluation evidence is presented: evidence that shall be provided by the
evaluation sponsor and additional evaluation activities that shall be performed by the evaluator;
this is in addition to the selected assurance components from [CC]. Those mandated activities
could be extended with optional features as defined by table 2.

3.7.1 ASE - Security Target

Regular evaluation activities apply with a special focus on:

For ASE_INT.1-5:
The TOE overview must clearly identify AI model(s) as a feature that is not in the TSF.

For ASE_INT.1-11:
The logical scope of the TOE must clearly identify AI model(s) as not in the TSF.

For ASE_INT.1-12:
The TOE reference, TOE overview and TOE description must be consistent regarding
the exclusion of AI model(s) from the TSF.

For ASE_CCL.1-3:
The conformance claim shall state a claim of CC Part 3 extended.

For ASE_CCL.1-5:
The extended component definition shall include the definition of AVA_AINI as
described in 3.7.4.

For ASE_CCL.1-12:
If the ST claims conformance to an assurance package, it must be augmented by
AVA_AINI.1.

For ASE_SPD.1-1 / ASE_SPD.1-2:
The Security Problem Definition must consider threats with the AI model(s) as attack
vector(s).

For ASE_ECD.1:
The extended component definition shall include the definition of AVA_AINI.

For ASE_REQ.1-13 / ASE_REQ.2-14:
The AVA_AINI component described in 3.7.4 must be present.

For ASE_TSS.1-2 / ASE_TSS.2-4:
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The TOE summary specification must be consistent with the TOE overview and the TOE
description regarding the exclusion of AI model(s) from the TSF.

3.7.2 ADV - Development

Regular evaluation activities apply with a special focus on:

For ADV_FSP:
The AI model(s) interfaces with the TSF must be described as TSFIs.

For ADV_TDS:
The AI model(s) must be part of sub-systems/modules of the TOE but must not be

identified as SFR enforcing or SFR supporting.
3.7.3 AVA - Vulnerability assessment

3.7.3.1 AVA_AINI - AI Non interfering

Evaluation activity specificities linked to the refinements of AVA_VAN components are tackled
in the extended component AVA_AINI.1 described hereafter.

3.7.4 AI non-interfering (AVA_AINI)

The SEPIA group is responsible for definition and maintenance of the AVA_AINI family and the
related evaluation method.

3.7.4.1 Objectives

The aim of this family is to determine whether the AI models present in a product but out of
the TSF are not interfering with the TSF.

3.7.4.2 Component levelling

The evaluation activities only require tool types and/or evaluator competences required to carry
out the regular AVA_VAN evaluation activities.

3.7.4.3 AVA_AINI.1 AI Non-interfering

Dependencies: No dependencies.

Developer action elements
AVA_AINI.1.1D

The developer shall provide a derived TOE (hereafter called “instrumented product”) for testing
which provides means for the evaluator:

e To read data from all TSFI from the TSF to each AI model;
e To write data to all TSFI from each AI model to the TSF.

Such TSFIs shall be present even in the case of a hardcoded request sent to the Al model at
the risk of having a state-machine attack relying on a side channel or on a covert channel based
on the input.
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AVA_AINI.1.2D

The developer shall provide a description of the changes made to the actual product to obtain
the instrumented product.

Content and presentation elements
AVA_AINI.1.1C

The instrumented product shall be suitable for testing and shall be representative of the actual
product.

Evaluator action elements
AVA_AINI.1.1E

The evaluator shall confirm that the instrumented product is representative of the actual
product.

AVA_AINI.1.2E

The evaluator shall examine that each AI model is non-interfering, i.e. the TSF assets are
properly isolated from each AI model.

3.7.4.4 Evaluation method for AVA_AINI

General

The following descriptions of evaluation activities do not use verbs not defined in CC Part 1.
The specific work units defined here are intended to be integrated as refinements to the

evaluation activities of the AVA class listed in the following table. The other activities of the AVA
class do not require specific work units.

CC assurance Evaluation activity Evaluation work Specific work unit
family unit
AVA_VAN AVA_VAN.1.1E AVA_VAN.1-1 AVA_AINI.1-1
AVA_VAN.1.1E AVA_VAN.1-2 AVA_AINI.1-1
AVA_VAN.1.3E AVA_VAN.1-6 AVA_AINI.1-2
AVA_VAN.1.3E AVA_VAN.1-7 AVA_AINI.1-2
AVA_VAN.1.3E AVA_VAN.1-8 AVA_AINI.1-2

Evaluation of sub-activity (AVA_AINI.1)

Objectives

The aim of this activity is to determine whether the AI models present in a product but out of
the TSF are not interfering with the TSF.

Input

The evaluation evidence for this sub-activity is:

a) the instrumented product;
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b) the description of the changes made to the actual product to obtain the instrumented
product.

Action AVA_AINI.1.1E

General

AVA_AINI.1.1C : The instrumented product shall be suitable for testing and shall be
representative of the actual product.

Work unit AVA_AINI. 1-1

The evaluator shall examine the description of the changes made to the actual product to
obtain the instrumented product to determine that it is representative of the actual product.

The evaluator verifies that the changes made to the actual product do not impact the TSF.

The evaluator should consider the TSFIs described by the functional specification (ADV_FSP)
sub-activities to ensure that all TSFIs between the Al model(s) and the TSF are accessible for
testing.

The result of this work unit shall be integrated to the result of AVA_VAN.1.1E / AVA_VAN.1-1,
AVA_VAN.1-2 (or the equivalent higher components if a higher assurance level is selected).

Action AVA_AINI.1.2E

Work unit AVA_AINI.1-2

The evaluator shall specify, conduct and document penetration testing of the instrumented
product, using the standard approach of the assurance family AVA_VAN, taking advantage of
the direct access to the TSFIs between the Al model(s) and the TSF.

The result of this work unit shall be integrated to the result of AVA_VAN.1.3E / AVA_VAN.1-6,
AVA_VAN.1-7, AVA_VAN.1-8 (or the equivalent higher components if a higher assurance level
is selected).
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This section provides details on an evaluation workflow which evaluates the Safety prerequisite.
It details the links between the TOE, TSF and the AI model. Then, it describes the Al models
that are targeted by the evaluation. Finally, the section presents a definition of the security
problem.

4.1 Example of application

Let’s consider the example presented in section 0: a web server equipped with an application-
level firewall using LLM (Large Language Model) Al to infer if the request crafted by the user is
harmful or not. The model outputs indicate which requests need to be filtered out. Assets
protected by the web server are files isolated with permissions. As the model inspects only the
URL, it should not be able to alter or leak the content outside the filtering function.

In contrast to the example presented in section 0, the developer provides here a TPM and SM
metrics and an evaluation dataset giving the current level of reliability and security of the TOE.
This allows the evaluator to evaluate the model. When conducting an attack, the evaluator uses
the metrics to check if security is impacted. The security of the model should not decrease over
the attacks.

4.2 TOE Boundary

This scenario targets programs that integrate AI models in their process including security
features of the TOE. This implies that the AI model is part of the TSF. While the TSF includes
the AI model, the database used to generate augmented responses is considered separate from
TSF as it is a system input. The attacker being able to interfere with the resource can be
excluded if the AI model relies solely on the data embedded inside the model.

To use Al models to gain privileges, the attacker must play with the input/output of the TOE
and physical effects of the TOE, the exchange between the TSF and dependencies, and the
resources that are effectively being used to augment the response. As well as performing
attacks on models such as hardware attacks or software attacks.
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Figure 3 - Boundary of evaluated system in scenario 2

As shown in Figure 3, the TOE shall include Al models - for instance, the weight matrix but not
the only one. This implies being able to differentiate between an AI model behaving correctly
and an altered AI model.

4.3 Targeted Models

The current scenario targets the Al models described in the document [NIST]. These targeted
models are predictive Al and generative Al, but models from these categories are not all
applicable to this scenario. Compatible models need to have TPM reliability measurement.

4.4 Security Target specificities
TBD

4.5 Complementary evaluation activities
TBD
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5. SCENARIO 3

TBD

MEPIA V 0.1PUB 23/25
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Here are described the optional evaluation features not mandated by any of the scenarios.

6.1 Explainability SFR and SAR

TBD

6.2 User training SAR

TBD

6.3 Resources SAR

TBD

6.4 Confidentiality SFR

TBD
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